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1 An example of register allocation

Given the following piece of pseudo code,
I = C + 4;

D = C – 2;
(No use of D after this statement)

C = C + I;  
(No uses of I after this statement, before the next assignment)

Following are the tasks,

1. Generate the data flow graph

2. Generate the value incompatibility graph

3. Colour graph

4. Rewrite RTL with real registers

Solution:
Data flow graph:
[image: image16.bmp][image: image17.bmp][image: image18.bmp][image: image19.bmp][image: image20.bmp]






Figure 2
The scheduled representation of the above operations be is as follows:

T2 = T1 + 4;
ADDI T2, T1, 4
T3 = T1 - 2;
SUBI T3, T1, 2
T4 = T2 + T1;
ADDI T4, T2, T1

In the above example, we must note that, if two values are source and destination of an instruction they are incompatible. 
So we can now construct the incompatibility graph as follows:
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ADD R1, R1, R3
Figure 2
2 Register Allocation in practice:
There are essentially two methods in which registers can be allocated. 

· Local within the function

+ It is faster, as fewer values are to be allocated.

+ It can be done in the compiler. 
- It is less efficient.  

· Global considering the complete graph

-Much much slower.
- Needs to be done in the linker.
+ Much more efficient for function parameter passing.

99% of the compilers use only local allocation.
3 Code Generation: (Also called instruction selection)

3.1 Steps:
1. Scheduling of the Data Flow Graph

2. Allocate registers 

3. Generate Code.
These may not be the only steps involved, but are the most commonly used steps.

The main problem of code generation is as follows:

Given the “abstract” machine code, for example an RTL with the registers allocated and a set of instructions, it is necessary to find the shortest sequence of target machine instructions that implement the given abstract code.

This can be explained with the following example:

Consider a piece of a code:
{

    A+ = B[i] * C[i];

    i++;

}

Assume size of B and C as 4bytes.

The abstract machine codes available are ADD, SUB, MUL, LD and ST.
We can represent the piece of code as follows:

LD R1, M [R3]

LD R2, M [R4]

Assignment



ADD R3, R3, 4 

ADD R4, R4, 4

Increments

MUL R1, R1, R2

Multiply and Accumulate

ADD R5, R5, R1
The above, instructions represent the RTL after the register allocation.

Now let us assume the real machine instruction set is given as follows:

Instruction set




Number of bytes per instruction
LD Rx, M [Ry]





4 bytes



LD Rx, M [Ry + k]   


(Where k is a small constant.)

ADD Rx, Ry, Rz





2 bytes
ADDI Rx, Ry, k
(k is a constant between 0-127)

MUL Rx,Ry,Rz





 4 bytes
MUL Rx,M[Ry],M[Rz]
The code translation of the above piece of code can be down in different ways.

The first possible way is as given below:

==================================================================================

LD R1, M[R3]

LD R2, M[R4]


Requires  4 clock cycles and the code size adds up to 16 bytes

ADD R3,R3,4

ADD R4,R4,4

MUL R1,R1,R2

ADD R5,R5,R1

==================================================================================

The second possible set of instructions after translation can be:
LD R1,M[R3+=4]


LD R2,M[R4+=4]






Requires 6 clock cycles and 12 bytes 

MUL R1,R1,R2

ADD R5,R5,R1

==================================================================================

The third translation possible is :
MUL R1, M[R3], M[R4]

ADD R3,R3,4



Requires 5 clock cycles and occupies 10 bytes.

ADD R4,R4,4

ADD R5,R5,R1 

==================================================================================
Thus we have three possible, functionally similar but different translations. Normally the cost function is latency, also, throughput if code is in loop. Then, the code size and power consumption matter.
From the above three variations we can conclude the translation method 3 is the best for compact code size and translation 2 is best for low latency.
In the above example, we are considering that instructions using registers are 2 bytes and the ones using memory is 4 bytes. 
3.2 Directed Acyclic Graph (DAG) Matching

Now, the next important question is that how to get to evaluate the code translations?

The solution to this problem is that, we can use Directed Acyclic Graph (DAG) Matching. This is done in the following way,

Given the directed labelled acyclic graph with abstract machine instructions, and a set of pattern sub groups, we need to find the smallest cardinality cover of the subject graph.
For example consider the following subject graph and some pattern graphs:
Subject graph 





Pattern graphs












Figure 4

So considering the above pattern graphs, we can see that, if we construct the subject graph using several combinations of the small pattern graphs. But, one thing important is that not all combinations are valid or legal. So, we need to consider the combinations carefully.

We could use the single graphs of 1, 2, 3 to form the above graph; this is the least ambiguous, but certainly not optimized.

We could choose the combination of the pattern graph 1 and 3, for the lower part, as shown in the figure, and the individual graphs or other combinations for the rest. But the problem of using this is, since we have other links for 1 from and 2, the pattern graph of 1 & 3 cannot take any inputs from outside, and so this is not a valid combination. Similar is the case when we choose a combination of 2&3 pattern graphs.
So, we choose the pattern graph for 1&2, for the top part of the graph, and individual elements for the rest of the graph, this is allowed and a legal matching.

Now, let us consider the target graph for the example of the code we used before.

Note that in some compilers, the instruction selection is done before the scheduling, in such a case, there can be finer scheduling mechanism, but this means that it is highly local. On the other hand, it is possible to do scheduling before the instruction selection, which is global, but may need some changes or rescheduling based on the outcomes of the selection.

Let us go back to instruction selection. The graph is as follows:




                                






















































































Figure 5
Also, we have the pattern sub graphs given as follows: 

















































































Figure 6
The edges inside pattern sub-graphs, are called invisible edges, and are local and internal to the sub-graph. They cannot be used as source for other operations.

Compilers generate exhaustively, all possible pattern matches. This is done in a process with several steps.

1. Generate all possible matches, ignoring legality and cost.

2. List all the cost functions.

3. Traversing the graph in the original schedule order and choose the best match.

If we apply the above to steps to the example above, we can generate several combinations.

First, let us divide the graph into smaller parts as shown in the figure. These imaginary divisions, be named I, II, III and IV.

3.2.1 Stage I

For the first portion of the graph, we have several options as below:
i. If we choose P1, code size is 4bytes and latency is 1 cycle.
ii. If we choose P2, code size is 4 bytes and the latency is 1 cycle.
iii. If we choose P5, code size is 2 bytes and latency if 6 cycles(its cumulative there is an add after the load instruction)

From the above arguments, we see that using P2, gives the best match, as it performs, both load and add in the same cycle, and thus gives the least latency and low code size.

3.2.2 Stage II
For the second  portion, we have the following possibilities:

i. If we use, P1, we have code size of 2 bytes and latency of 2 cycles.

ii. If we chose, P2, we have code size of 2 bytes and latency of 2 cycles.

iii. If we use P5, the code size will be 10 bytes and latency of 3 cycles.

Similarly, as above, we can choose P2.

3.2.3 Stage III
Moving to the next portion of the graph, we can list all the possibilities:

i. With P4, latency is 3 cycles, and code size is 10 bytes.

ii. With P6, we have an issue, if we choose P6, we no longer can use P2 in the previous stages I and II, as we cannot branch the signal for an add operation! So if we have to choose P6, we have to re-select the first two stages. For stage I, we can choose P5 with code size 2 bytes, and 1clock cycle. Similarly for the second stage II, we can use, P5 with code size 4 bytes and latency of 2 clock cycles. So now, P6, can be used for III stage, with latency of 4 clock cycles, and code size of 8 bytes.

But, seeing the above argument, its better to use P4, as it has low latency. At this stage we can consider that latency is higher priority than code size.  

3.2.4 Stage IV

Finally for the fourth portion, we choose P3 with latency of 4 cycles and code size of 12 bytes.

The above process is called “recursive graph matching by dynamic programming”.
Some aspects of this method are:

+ Fast (only local backtracking)
+ Optimal for tree-shaped subject graph

-Not optimal for general  subject graphs 
But the other alternative algorithms are too expensive.

4 SYSTEM-LEVEL DESIGN
Based on the criticality of functions that the systems perform , we can broadly classify the systems into three types

· Reactive Real Time Systems

· Interactive Systems

· Batch Systems

4.1 Reactive Real Time Systems:
These are systems, that perform highly critical tasks where the response has to be available within the given time (even more than being accurate).

Here we can further divide these systems into two types:

· Hard Real Time: late response is equivalent to no response. 
· Soft real Time: a late response has a lower value (generally decreasing with the distance from the deadline) but is still useful.

Examples of such systems (not necessarily fast...): An Automated Teller Machine (ATM), the protocol component of a cell phone.

4.2 Interactive Systems:
These systems, should be fast, but there is no guarantee of the response time (they are designed to minimize the response time with best efforts).

Ex: Information system used by employees in the bank, the user interface of a cell phone, an operating systems such as Windows/Linux.

4.3 Batch Systems: 

Such systems  do not have any timing constraints. 

The most important aspect is the accuracy of the data computed.

Examples of such systems are account verifications performed by the banks, generation of balance reports etc…

4.4 Computation in real time systems:

One possibility to perform computation in a real time system is to use different algorithms to compute the same result.

· First of all, the previously calculated value is used (very fast, but very inaccurate).
· Secondly, a fast robust algorithm is used to re-calculate the value.
· Other algorithms that are slower but more precise can be used to refine the value.

· If at any point the deadline is reached, the last computed value is used.

The most important aspect in real time systems is the scheduling of tasks. It is important to use a smart algorithm to schedule the tasks based on various constraints.
For a scheduling algorithm, we need to define certain parameters for each task such as :

· Period.

· Release time.

· Execution time.

· Deadline.

4.4.1 Period:
A task can be periodic. So for scheduling the tasks, it is important to know the period of arrival of successive instances of the task. If the task is not periodic, what matters (and is used instead of the period) is the minimum inter-arrival time.
4.4.2 Release time:

Defines the time at which the task is ready to be executed for the first time within each period. For all our discussion here, we consider the release time (or offset time) to be zero, which essentially means, that all the task arrive in the same time for the first instance, which can be proved to be the worst case scenario from the viewpoint of scheduling.

4.4.3 Execution Time:
This is the time for which the task requires the CPU to complete its execution. If it is variable, we need to choose the worst case, i.e. the longest possible time for the task execution (e.g. assuming all cache misses).
4.4.4 Deadline:
This is the time by which a task has to finish its execution. For simplicity, in our discussion we are assuming that the deadline for each task is the period of the task. This essentially means that a task, has to finish its execution, before the arrival of the next instance of the task (in other words, pipelining is considered).
Ex: task, Ti has a period Pi and execution time Ei.  
Types of resources needed by the tasks, e.g.: 

1. CPU: Used in mutual exclusion between tasks, for all our discussions, we limit to single CPU.

2. Peripherals

4.5 Different scheduling algorithms and the underlying operating system can be:

1. Pre-emptive and Non – Pre-emptive 

2. Offline and Online.

Table 1
	Pre-emptive


	Non Pre-emptive

	Scheduling point (the time to decide which task gets the CPU) are the task arrival times (multiples of Pi.
+ Much easier to satisfy timing constraints.
+ Very good to satisfy real time constraints.


	Scheduling points are the task termination times (used e.g. in tinyOS).

+ Much cheaper : less scheduling and context-switch overhead.


Table 2
	Offline
	Online

	Schedule computed at compile time

It is also called static and can be considered similar to polling.
+ Cheaper

+ It is much more predictable and safer
- Harder to saitisfy deadlines (requires a more powerful CPU)
	Schedule at run time

It is also called dynamic and is similar to interrupts.
+Makes timing constraint satisfaction easier.

Most often it i priority based.

Priority can be static or dynamic.


Static priority refers to priority assigned, at compile time. 
+cheaper
-harder to meet deadlines.
Dynamic Priority is computed at run time. 
+easier to satisfy deadlines
-requires more CPU time for the decision of which task to schedule next.

4.5.1 Basic Steps of scheduling:

1. At each scheduling point, select the next task based on pre-computed (offline) or newly computed (online) priority.
2. Perform task swapping if pre-emptive.

A simple 8 bit microprocessor, would use for example non-pre-emptive or at most preemptive scheduling with a few priority levels. 
4.5.2 Different Scheduling algorithms:

4.5.2.1 Rate Monotonic scheduling (RMS):
· This algorithm can be used for both online, offline, pre-emptive and non-pre-emptive types of scheduling. For online only static scheduling is possible. 
· The method assumes that the deadline is the same as the period and the offset (arrival time of tasks within the period) is 0. There is no dynamic priority selection.

· The following example is based on pre-emptive, online, static priority.

· The tasks are sorted by increasing order of the period by assigning the highest priority to the shortest period.

With the above scheme of scheduling we can prove two theorems:
1. RMS is optimal with respect to all static priority assignments:

If there exists, a static priority assignment, that can satisfy all Pis, with Eis, then RMS will find one that does.

2. If processor utilization U = [image: image2.png]SVE < N2V - 1)

i oo



 where N is the number of tasks, then RMS will satisfy all deadlines.
The fraction of the total CPU time used is [image: image4.png]


 if all the deadlines are met.
The following is a sample table, of utilization for various numbers of tasks:
Table 3
	N ( Number of tasks)
	Umax
 ( Utilization)

	1

2

.

.

.

.

∞
	1

0.8

.

.

.

.

0.7


The above table gives an idea about the maximum utilization possible, and this can be used as a feasibility test for schedulability using RMS.
We can also infer that only 70% of CPU utilization is achieved with a large number of tasks.

4.5.2.1.1 Schedulability Tests:
Some scheduling methods can miss deadlines under some circumstances, and based on constraints, it may not be possible to schedule all tasks. To have information before in hand, we can perform a schedulability test, to know before in hand the status or deadlines.

So, that idea is, If priorities are assigned to the shortest period first then :

1. This is the best that can be done using static (offline/pre-computed) priorities.

2. If the scheduling is dynamic ( online) pre-emptive and utilization  
U = [image: image6.png]SVE < N2V - 1)
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 then the tasks will never miss a deadline.
Example of an RMS algorithm application:

	Ti
	Pi
	Ei

	T1
	50
	12

	T2
	40
	10

	T3
	30
	10


The following is a sample execution sequence fragment for the above tasks:
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Figure 8
The utilization for the above tasks,  U = 12/50 + 10/40 + 10/30 = 0.82. 

We have three tasks, and N = 3. Therefore, [image: image9.png]N(2N — 1)



 = 0.78. U > 0.78. 
Note that the test is only sufficient, i.e. if it is satisfied, tasks are schedulable, but if it fails they may still be schedulable. In this case the test fails and the tasks miss a deadline, as shown above.
Consider another example:

	Ti
	Pi
	Ei

	 T1
	50
	25

	T2
	100
	50


In the above case, U = 1, hence the RMS test fails. However, by simulation up to the least common multiple of the periods (after which everything repeats again) we can check that no violation occurs in this case. 
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Figure 9
4.5.2.2 Earliest Deadline first

In this scheduling algorithm, at every scheduling point (task completion or task arrival), the task with the nearest deadline is picked. The following theorems can be proved:  

1. If there exists a dynamic priority assignment that can schedule a set of tasks, then EDF will schedule them successfully.

2. If Utilization U ≤ 1, then EDF will not miss any deadline.

This scheme is generally used for pre-emptive scheduling.

Example (same as above, which failed for RMS) for the earliest deadline first algorithm:


	Ti
	Pi
	Ei

	T1
	50
	12

	T2
	40
	10

	T3
	30
	10
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 Figure 10
Thus, we see in the above scheduling, that we do not encounter a dead line violation (unlike in RMS) and the CPU is also kept free for some time.
Note that the above schedulability tests do not apply to non pre-emptive scheduling.  For example consider this example:
	Ti
	Pi
	Ei

	 T1
	100
	20

	T2
	10
	5


With preemptive scheduling, the tasks satisfy the test:
U = 50/10 + 20/100 = 0.7 and therefore are schedulable with RMS.

Pre-emptive:
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Figure 11
Non Pre-emptive:
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Figure 12
As seen in the above case, the task with higher priority has to wait, and it misses a deadline which is an undesirable condition.

The solution to the above problem, if we do not want to use a preemptive scheduling algorithm, which has a much higher scheduling overhead due to the cost of context switching, could be cutting a long-running  task like T1 into smaller pieces, so that non-pre-emptive scheduling succeeds.
In the above example, we can cut task T1 into 4 subtasks, with period 25 and execution time 5 time units. In this case, this is sufficient to ensure execution without any deadline violation. Schedulability tests are more complicated in the non-preemptive case.
4.5.2.3 Modelling of task dependencies

Task dependencies (one task generates data for another task) can be modelled as a directed graph. For example consider the following graph.











             













































































































































































Figure 13
In the above graph, the nodes represent the tasks to be executed and the edges the dependencies. Tasks before each edge have to be executed before the tasks after the edge.

There are two possibilities to consider dependencies with RMS or EDF:

1. Static Scheduling: analyze dependencies and compute the schedule off-line. It is more efficient than dynamic scheduling, but code size may grow.

2. Dynamic scheduling: using Offsets to represent dependencies (the offset of a task is the completion of execution of the latest among its predecessors). This allows to stay within the RMS or EDF framework (with schedulability conditions more complex than the ones shown above), but being dynamic it requires more scheduling overhead.

4.5.2.4 Shared resources and priority inversion
Shared resources, like common memory areas and peripherals, make the scheduling problem more complex. These resource must be protected by the use of an appropriate mutual exclusion protocol (like semaphores ).

Consider the following example:
Assume static, pre-emptive online scheduling. Assume also that, due to a critical section, if T5 is running or suspended, then T1 cannot run and vice versa.

	Ti
	Pi
	Ei
	Ui

	T1
	1000
	3
	

	T2
	20
	2
	0.1

	T3
	11
	2
	0.2

	T4
	10
	2
	0.2

	T5
	4
	1
	0.25
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 Figure 14
From the above execution sequence, we see that, at time 12, a higher priority task T5 arrives, but it cannot be executed as a lower priority task T1 is blocking the resource (it is in the critical region). Thus T5 cannot pre-empt any task, since the resource is used by the lowest priority task. Thus T5 misses its deadline as at time 16 (a new instance of T5 arrives, while the previous one is still pending).
To avoid such situation, we need to dynamically change the priorities of the tasks. During the critical section (and only during it) we can assign the priority of task T5 (since T1 is blocking it) to task T1 to avoid the dead line violation. This is known as the priority inheritance protocol.
Priority inheritance protocol:

A low priority task inherits the higher priority task of another task, for the duration of the critical region.

So now we have the new priority values as shown below. Whenever T5 arrives, the priority of T1 is increased.
Thus, all tasks are executed within their deadlines without any violation.
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